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Abstract

The ExaNeSt H2020 project is developing an exascale ready prototype based

on hybrid hardware (CPUs+accelerators). Astrophysical codes are used to test

and validate the exascale platform. At the same time, astrophysical applications

must be re-engineered in order to exploit heterogeneous hardware.

We present and test the parallel scheme of a state-of-the-art direct N -body

code (called ExaHiGPUs) conceived to be run on hybrid architecture.
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1. Introduction

Future exa-scale platforms will involve millions of specialized parallel com-

pute units distributed across many computational nodes. The ExaNeSt project

will produce a prototype based on low power-consumption ARM64 processors,

FPGAs as accelerators and low-latency interconnections implementing a co-5

design approach where scientific applications requirements are driving the hard-

ware design [1]. Thus, algorithms will be designed for heterogeneous systems,

and likely with complex memory hierarchies.
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In a previous report [2], we presented ExaHiGPUs, a direct N -body code

based on HiGPUs code [3, 4, 5], which implements the Hermite 6th order10

time integrator scheme. The kernels of the application have been developed

with OpenCL1 in order to write efficient code for hybrid (CPUs+accelerators)

architecture. ExaHiGPUs has been designed to fully exploit computational

nodes in a cluster by means of an hybrid MPI+OpenMP parallelization.

In this report we describe and test the parallel scheme of ExaHiGPUs across15

heterogeneous computational nodes of a cluster.

2. Host parallelization scheme

In ExaHiGPUs the host code is parallelized with hybrid MPI+OpenMP

programming, while the device code is parallelized with OpenCL. Kernel paral-

lelization is described in detail in [2].20

In the following, we describe how the workload is distributed across compu-

tational nodes and how the host handles the OpenCL-device(s):

1. a one-to-one correspondence between MPI processes and computational

nodes is established (i.e. one MPI process per computational node);

2. each MPI process is able to manage all the OpenCL-compliant devices of25

the same type available per node. In principle, it would be feasible to

employ OpenCL-compliant devices with different compute capability, but

that leads to an unbalanced workload. The number of OpenCL-devices

used to run the Hermite integrator is set through a textual configuration

file;30

3. each MPI process separately manages the devices creating an OpenCL

context and a command queue for each of them. Host manages the devices

with asynchronous OpenCL calls. Two synchronization points are needed

during a single time step of the simulation; one is required for the reduction

1www.khronos.org/opencl/
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of accelerations across computational nodes, and another after the Hermite35

integration in order to evaluate the new time step.

2.1. Decomposition over host and device

In a simulation with N particles, the evaluation of accelerations and their

derivatives has O(N2) computational cost, since each particle interacts with

the remaining N − 1 particles. The other stages of the Hermite integrator have40

O(N) computational cost.

Using M devices across P computational nodes (m devices per node and

with M%P = 0), during the evaluation stage of the Hermite integrator each

device computes accelerations and high order derivatives of N particles due to

N/M bodies. Subsequently, every host node collects and reduces data from45

its device(s). Finally, accelerations and their derivatives are reduced from all

computational nodes through MPI collective communications. Then, data are

sent back to the device(s) and the Hermite integration proceeds. The main

sections of the code are listed in Table 1, and a sketch of the decomposition

over host and devices is shown in Fig. 1.50

Host code is also parallelized using OpenMP directives allowing the pro-

gram to be executed on more processors that share the available memory in the

computational node. OpenMP parallelization concerns the reduction of accel-

erations, the evaluation of the time step and, if required, some extra-work to

properly handle extended-precision arithmetic used in OpenCL kernels (details55

in [2]). OpenMP parallelization mostly affects the loop construct, assigning

equal workload to threads.

3. Results

The code has been tested, exploiting both MPI and OpenMP, on our cluster

at the OATs. The main characteristics of this cluster, named INCAS2, are listed60

in Table 2. INCAS is fully described in [6].

2INtensive Clustered Arm-Soc
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Section Description

1 If N is the number of particles, the predictor

step of N particles is executed on each device

2 If M is the number of devices that are used (m devices per node),

during the evaluation step each device computes accelerations

and high order derivatives of N particles due to N/M bodies

3 Each node retrieves data (accelerations and derivatives)

from m devices and reduces values

4 MPI Allreduce() function collects and reduces

accelerations and derivatives from all nodes

5 Each node sends data back to m devices

6 Each device performs the corrector step of N particles,

and evaluates the new timestep of N/M particles

7 Each node retrieves timesteps from m devices

8 MPI Allreduce() function collects timesteps

and takes the mininum value

9 Devices in each node receive the new timestep,

and Section 1 is performed again

(10) If requested, each device evaluates the energies and

angular momenta of N/M particles that are

retrieved and reduced by each node

(11) If requested, positions, velocities and accelerations of all

particles are collected by the master node to create snapshots

Table 1: The main sections of the code performed each time step. Sections (10) and (11) are

optional.
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Cluster name INCAS

Nodes available 2

SoC Rockchip RK3399 (28nm HKMG Process)

CPU Six-Core ARM 64-bit processor

(Dual-Core Cortex-A72 and Quad-Core Cortex-A53)

GPU ARM Mali-T860 MP4 Quad-Core GPU

Ram memory 4GB Dual-Channel DDR3

Network 1000Mbps Ethernet

Power DC12V - 2A (per node)

Operating System Ubuntu version 16.04

Compiler gcc version 7.3.0

MPI OpenMPI version 3.0.1

OpenCL OpenCL 2.2

Job scheduler SLURM version 17.11

Table 2: The main characteristics of our cluster used to test the parallel implementation of

ExaHiGPUs.
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Figure 1: Sketch of the decomposition over host and devices. There are P computational nodes

(i.e. P MPI processes) and M devices (m devices per node). Green flowcharts show kernels

executed on devices, blues flowcharts show data reductions performed on computational nodes

and violet flowchart show MPI collective communications among nodes.

We tested the parallel implementation of ExaHiGPUs with two MPI pro-

cesses on two computational nodes (currently the maximum possible on INCAS)

and with a variable number of OpenMP threads, comparing the results with

the serial version of ExaHiGPUs (presented in [2]). The total energy and an-65

gular momentum of an isolated N -body system must remain constant during

the simulation. We compared the energy and angular momentum conservation

between serial and parallel implementation of the host code for double precision

(DP) and extended (EX) arithmetic. Fig. 2 and Fig. 3 show the ratio of the

latest quantities between serial and parallel simulations. The variation is within70
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10% for energy and 50% for angular momentum and it is due to the impact of

non-determinism in parallel applications. In the serial simulation the acceler-

ations of all particles are calculated by a single GPU, while particles are split

in two subsets in the parallel implementation and calculations are concurrently

performed by two GPUs on different computational nodes, and consequently a75

host reduction is necessary. It is worth noting that also calculations performed

on a single GPU are non-deterministic, because OpenCL specifics impose no

requirements for parallel or concurrent execution. For GPUs with wide SIMD

architectures, some number of OpenCL work-items within a work-group will

execute concurrently, one work-item per SIMD lane of the architecture. MPI80

and/or OpenMP parallelizations, to distribute the workload across or within

computational nodes, add an extra layer of non-determinism. In general, this

scenario raises the problem of how to validate massively parallel simulations

against the round-off error propagation (the effect will be exacerbated in future

exascale supercomputers).85

4. Conclusions

We presented and tested the parallel implementation (MPI+OpenMP) of

ExaHiGPUs, a direct N -body code designed for heterogeneous platforms (CPUs/GPUs/FPGAs).

Future work will be devoted to devise optimizations for ARM64 SoC design.
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Figure 2: Ratio of ∆E/E between serial and parallel implementation of the code for DP-

arithmetic (continuous red line), and EX-arithmetic (dot-dashed blue line) as a function of

the integration time (in code unit).
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